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Creating, Maintaining, and Integrating Understandable Knowledge Bases

Submitted by the Knowledge Systems Laboratory of Stanford University.

Technical contacts:  Richard Fikes and Deborah McGuinness
1.  Executive Summary

DARPA’s strategy has always been to support breakthrough research in technologies of importance to Defense, seeking to answer (in the words of former Director George Heilmeier) “what is the missing science and technology?”  DARPA-supported research from 1965-95 produced vast changes in software capability by developing knowledge-based information processing, now a standard part of software.  Recently, DARPA has supported the next breakthrough toward high performance knowledge-based processing (HPKB): the issues concerning performance versus size of knowledge bases (KBs).  This attempt to improve performance by “largeness” was validated by HPKB and pointed toward a breakthrough area of missing science and technology.  Growing KBs by unassisted human “brainpower” was too slow, too expensive, and too prone to error. 

The resulting Rapid Knowledge Formation (RKF) Project may be the most important software project that DARPA has launched in the last two decades. The IT world is moving into the “third wave” of Internet-related software, the so-called  “semantic wave;” and the semantics (i.e. meaning and understanding) will come largely from knowledge processing methods.  The semantic wave will have little force unless powerful automatic and semi-automatic programs for rapid knowledge formation are built.

The Stanford Knowledge Systems Laboratory (KSL) played key roles in the early development of KB systems and in the HPKB extensions. KSL now proposes to develop technology that will support RKF by assisting the human endeavor of teams of distributed subject matter experts.  We will produce component technologies in three areas: human-KB interaction, so-called “knowledge” formation, and  “theory” manipulation.  

Human-KB interaction: We propose to build tools to aid in understanding the contents of a KB and tools to test adequacy, coverage, and correctness of KBs.  We plan to produce widely useable programs for explanation of KBs (which come with symbolic structures called “annotated proof trees”).  In addition, we propose a markup language (compatible with XML, RDF, and DAML) for assisting various necessary activities in knowledge representation and reasoning.

Theory manipulation: To rapidly integrate the KBs of many groups, we propose a knowledge merging tool that takes as input any KB(s) produced in RKF and suggests merges of objects, taxonomy modifications, and improvements (including opportunities for creating “knowledge modules”).

Knowledge formation: We propose to build structural comparisons to report similarities and differences among objects or KBs; diagnosis tools to detect incomplete or inconsistent knowledge; and a markup language for annotation of what knowledge to present and use in reasoning.

Technology transfer: We will integrate our work in the KB environment of the SAIC team.  In addition we strongly support, and intend to package, our work as a “suite” of RKF software tools available to all RKF contractors.  (We have made preliminary contacts with other possible contractors to understand how they would use tools we would provide and how we would use theirs). One contribution as an independent contractor is the production of the APIs for interoperability among all participants and the implementations of tools accepting compliant input.  This allows DARPA to leverage funding for merging, analysis, and explanation tools across the entire program.

2.  Innovative Claims

We propose to develop diagnostic, evaluation, merging, explanation, manipulation, and pruning technology that will allow subject matter experts to rapidly generate, modify, and understand large knowledge bases.  The tools can be used on a standalone basis or as an interactive component of multiple RKF team and independent contractor systems.  Claims are presented according to the organization in the proposer information package.

Human – KB Interaction:

We will develop a proof tree annotation language that will allow reasoning systems to return annotated proof trees along with answers.  The annotated proof trees will be used by a central explanation generator to provide (pruned) explanations of deductions across many reasoning systems.  We will rely on the proof-theoretic foundation that one of our researchers has used to explain normalize/compare theorem provers, tableaux theorem provers, and model elimination theorem provers.  This work provides an interoperable explanation capability for reasoning systems.  The payoff is that the multiple individual systems (Cycorp’s general theorem prover, Cycorp’s 2-300 special purpose reasoner modules, ISI’s LOOM, SRI’s SNARK and OCELOT, Stanford’s ATP, Northwestern’s MAC/FAC, etc.,) do not need to produce independent explanation generators.   Another payoff is that the annotation language can be used by reasoning systems outside the program and is thus transferable.  Of course, the basic payoff is that the reasoning systems can explain their deductions to users.

We will develop a markup language compatible with current and emerging markup languages (Extensible Markup Language (XML), Resource Description Format (RDF), DARPA Agent Markup Language (DAML), etc.) for use in representation of interesting aspects of objects, diagnostics, reasoners, etc.  We will expand the query meta-language developed by one of our researchers and extended by the description logic community along with the markup language work of the W3C, groups such as the SHOE group at the University of Maryland, and also the annotation work previously done in the Ontolingua system at KSL.  This work provides the basis for an extensible and interoperable pruning capability.  The payoff is that meta information may be captured on a per object or per knowledge base basis.  In addition, this information may be used to prune presentation of objects, explanation, diagnostic output, reasoning chains, perspectives with respect to user models, etc.  Another payoff is a standard specification that can be used by more than just the RKF community.

We will develop an extensive diagnostic suite for verifying and validating knowledge bases.  We will prune the output of the diagnostics and present user customized views of the findings.  The diagnostic environment will make suggestions on how to fix errors.  This work will build on the diagnostic environment currently in Chimaera – the KSL merging and diagnostic ontology tool.  This tool already accepts input in multiple formats including Cycorp’s MELD, ANSI Standard KIF, Stanford Medical Informatics Department’s PROTÉGÉ, AT&T’s CLASSIC, SRI’s SNARK, and OKBC.  It has already provided valuable feedback for input KBs from Cycorp, SRI International, Carnegie Mellon University, Science Applications International Corporation, Stanford’s Formal Reasoning Group, and Northwestern University in the DARPA HPKB program.  We will extend its capabilities greatly to include many more tests, repair suggestions, multiple views, and pruning.   This provides a verification and validation knowledge base testing capability.  The payoffs will be extensive testing (and regression testing) for knowledge bases on a program-wide basis along with suggestions on how to improve knowledge bases.  The diagnostics tools are also a convenient metric collection tool in terms of counting objects, axiom use in deductive closure calculation or in scenario checking, KB problems to be resolved, etc.  The results of regression testing also provide metric collection for current quality of the KB compared to past quality.  Ultimately the payoff will be in more accurate, correct, and complete knowledge bases with higher reliability for maintenance and question answering.

We will develop a diagnostic rule language that allows Subject Matter Experts (SMEs) to dynamically specify diagnostics for the tool suite to run.  We will expand our current system to include an interpretable language for diagnostic specification.  This provides an extensible and customizable test generation capability.  The payoff is that diagnostics can be customized on a per-SME basis and can be dynamically updated with domain-specific and task-specific requirements.

Theory Manipulation:

We will develop a merging environment for merging KBs based on the syntax and semantics of the KB terms.  We will extend the Chimaera merging environment by connecting it to a full theorem prover (to support extensive ramification checking capabilities) and by considering axioms, all relations, and individuals in addition to classes.  The merging tool will not only focus the user’s attention in areas ripe for merging and taxonomy reorganization, but it will also make suggestions on repair strategies for problems.  This provides a customizable theory merging assistant capability.  The payoff will be four-fold.  First, distributed teams of SMEs may be building knowledge bases independently and our scheme supports merging in a systematic and thorough manner.  Secondly, the merging environment can make repair suggestions (and provide proper syntax for the repairs) thus reducing the workload on users who may be naïve with respect to knowledge representation languages.  Third, the system can check the modifications interactively (or in batch mode) to maintain logical consistency.  Fourth, the merging tool will be heavily instrumented, thus providing an excellent metric collection tool for KB updates.

We will develop special purpose tools for handling conflict detection and resolution.  We will build on our HPKB work on diagnosing knowledge bases with special attention to identifying logical inconsistencies.  In previous work, user testing showed that naïve users need noticeably more support in the context of error conditions.  We will provide repair strategies that may be used to eliminate logical inconsistencies.  This provides a debugging assistant capability.  The payoff is more consistent knowledge bases and support for eliminating error conditions that requires very little from SMEs.

We will develop modularization tools that suggest ways of partitioning knowledge bases so that the portions are self-contained and more manageable.  We will build on the KB branch “dumper” within Chimaera that determines the upward closure of terms mentioned in a portion of a KB.  It will be extended to handle axioms and to suggest partitions based on things like interconnection level. This provides a theory slicing capability.  One payoff is that a user may be presented with a modularization instead of needing to determine one herself.  Another payoff is that a partition is guaranteed to be complete.

Knowledge Formation:

We will develop a structural comparison module to report similarities and differences between objects as well as between knowledge bases.  We will extend our structural comparison work from our HPKB efforts to include comparisons between axioms, more extensive comparisons between objects, and incorporate pruning into our presentations.  We will also compare entire knowledge bases (along with their meta descriptions) as well as just objects. This provides an object and knowledge base difference and similarity checking capability.   The payoff is a low overhead competitive approach to full analogical reasoning.  HPKB evaluation results indicate that structural comparison methods compare favorably for certain kinds of questions and are much easier to support.
3.  Technical Approach

Large knowledge bases are becoming more common in today’s applications.  As KB size grows and as the projected life span of the KB grows, it becomes increasingly important to allow input, modification, debugging, and maintenance to be done by subject matter experts (who may not be trained in artificial intelligence).  Large knowledge base construction is a complex task even for people trained in the art and as people with less training take over more of the workload, expanded environments need to be produced to support them.  Additionally, large tasks with long life spans increase the likelihood that the knowledge base developers and maintainers will form a distributed team, potentially with diverse views and vocabularies.  Most likely KBs will be the result of merging multiple subject matter experts’ work.  Thus, environments need to be developed to support collaborative design and maintenance of KBs and to support merging KBs from multiple sources, potentially with disparate views of the knowledge.

We recognize many challenges in this broad task and propose to develop technology that supports the goal of creating and maintaining high quality knowledge bases that are understandable and evolvable by distributed teams of domain experts.  Challenges that this task motivates, that we will address in this proposal include helping users to:

· Understand the existing knowledge base

· Understand the ramifications of a modification to the knowledge base

· Test correctness of the KB

· Test coverage of the KB

· Identify conflicts in the KB

· Obtain clarification of any particular conflict or set of conflicts

· Repair KB errors (possibly with the aid of system generated repair strategies)

· Focus users on “important” portions of the KB (potentially differing by user, task, context, etc.)

· Focus users on “important” aspects of an object (pruning away many details for presentation, explanation, or reasoning)

· Present different views of theories

· Structurally compare portions of knowledge bases

· Build partial theories

· Reason with partial theories

· Identify incomplete areas in partial theories

· Check consistency between partial theories

· Map objects in one theory to objects in another

· Merge theories in overlapping domain areas

· Suggest partitions of theories

· Suggest taxonomical modifications of theories

· Detect and resolve conflicts among theories

We propose to develop technology that will address the concerns above.  We propose largely backend software that can be used by all participants in the program either in an integrated manner or in batch mode for time intensive processes.  To relate the topics in the list above to areas addressed in the proposer information package, we will contribute in the areas of Human-Knowledge Base Interaction, Theory Manipulation, and Knowledge Formation.  Contributions in all three of these areas in turn support-improved knowledge content.  We will address each of the areas in turn below.

3.1. Human-KB Interaction

We propose two primary focus areas with respect to the interaction between humans and the knowledge base: supporting knowledge base understanding and knowledge base testing.  Each task is broken into two subtasks.  In knowledge base understanding we address explaining knowledge bases and marking up knowledge bases for pruning and alternate views.  In testing knowledge bases, we address individual diagnostic tests and test suites.

3.1.1. Knowledge Base Understanding 

We will develop, integrate, and test technology that provides the underlying architecture for providing insight into the contents of knowledge bases.  This includes technology for explaining reasoning of a static and consistent knowledge base, explaining ramifications of modifications to a knowledge base, and explaining conflicts in a knowledge base.  It also includes a markup language for annotating the knowledge base content.  These annotations are used for pruning object presentation and explanations.  We also propose to develop tools for testing adequacy and correctness of knowledge bases.

3.1.1.1. Explain the Content of Knowledge Bases

We will develop facilities for providing explanations of deductions that are understandable and manageable by subject matter experts.  To be successful, explanations need to be presented in a language that is acceptable to the user (and thus is unlikely to be first order logic), they need to be of a manageable size (and thus they rarely can provide a full trace of the rules used), they need to consist of individual explanation chunks that can stand alone and make sense, and they should be interactive in that explanation fragments can be queried with follow-up questions.

Explaining lines of reasoning  - Explanations of reasoning systems are important in any application where knowledge bases are large, domains are complicated, reasoning is non-trivial, or where users are not experts in both the domain area and in the use of the technology.  This research program encompasses all of these features.  We propose to build on our expertise with explaining reasoning systems in order to provide explanations that are not monolithic, but instead are explanation fragments targeted towards the user.  We will draw from four explanation programs: (1) McGuinness’ work on explaining description logic reasoners (McGuinness 1996).  (2) KSL’s HPKB work on explaining KSL’s model elimination theorem prover (ATP) using a simplified version of McGuinness’ architecture for explaining description logics.  (3) Frank’s (Frank ’99) thesis work on hybrid architectures for special purpose reasoning.  (4) The compositional explanation generator work from the How Things Work project (Gautier & Gruber ’93, Gruber & Gautier ’93).  

The final system will use a foundational proof-theoretic approach that allows the system to “understand” the antecedent and consequent of every deduction rule in the system.  When a consequent is deduced, the core system knows what rule was applied and what antecedent variables and statements were involved.  The logical foundation allows the system to automatically generate follow-up questions (i.e., how the system derived the antecedents).  The final presentation does not need to be done in logic.  Default natural language templates are derived for all rules using natural language templates associated with all classes, individuals, relations, and axioms already in the system.  Additional customized templates can be input by SMEs to further refine output.  The explanation system will be integrated into Frank’s work on architectures for special purpose reasoning and can thus be customized to present explanations that are optimized for particular kinds of reasoning.  The integration approach will be to develop a general API for reasoners that would specify the minimum requirement for what reasoners must return along with deductions in order for the explanation facility to produce an adequate and understandable explanation.  The API will also include specifications for a markup language that can be used by the explanation generator to prune its presentations.  Our work will explain proof trees that are annotated in such form.

Challenges in this work are to develop the general API that is usable by multiple reasoners and implementable as input to the explanation generator.  We are in one of the best positions in the world to address this problem, since we already have experience explaining model elimination theorem provers (ATP), frame-reasoning systems (C-CLASSIC, LispCLASSIC, and NeoCLASSIC (Borgida, et.al, 1989, McGuinness and Patel-Schneider, 1998), and tableaux theorem provers (CRACK (Franconi, 1998), Fact (Horrocks, 1998, Horrocks, 1999).  The proof-theoretic foundation to our work provides a logical and extensible foundation on which to frame the work.  

Another challenge is to get major reasoning systems in the RKF program to use our markup language.  Lenat at Cycorp has already expressed interest in supporting this work.  The author of the SRI theorem prover (Mark Stickel) and the primary axiom designer (Richard Waldinger) at SRI have expressed interest in this scheme and SRI has said that they would work with us on explanation if we received an independent contract.  We already have a prototype implementation of an earlier design of the explanation work for the Stanford’s Lisp version of its theorem prover, and we are exploring additions to the java version as well.

View-Specific Explanation Generation– Explanation presentation is guided by a number of things: knowledge of what the user might want, knowledge of what is “interesting” about the objects being queried, knowledge about what kinds of previous questions have been asked (including what follow-up questions have been asked to similar questions). 

Individual knowledge bases may have a number of views that specify how objects in the knowledge base (i.e., which slots to present, which kind of information to present on a slot, which parent classes to present, etc.) and how reasoning lines are to be presented to different types of users.  This will make use of our markup language noted below.  Any KBj may have any number of views, KBj-Vi, and each view KBj-Vi is considered an extension of KBj.   Views preserve any inclusion KBs that were specified for KBj as well, thus building on the previous inclusion work in the Ontolingua knowledge base library system (Fikes, Farquhar 1999).   This scheme will be useful for presenting pruned object presentation and pruned explanation to multiple kinds of users concerning objects at varying levels of abstraction.

3.1.1.2. Perspectives and Markup Languages

We will develop representational facilities for organizing and annotating the content of KBs so that the content is easier to understand.  

Multiple Perspectives – We will develop a collection of facilities for clustering and linking multiple descriptions of objects in KBs.  These facilities will provide support for expressing alternative views and levels of abstraction, will enable meta information to be associated with descriptions (e.g., indicating simplifying assumptions), and will enable descriptions to be clustered into sets of incompatible alternative descriptions (e.g., using different sets of simplifying assumptions) to assure that at most one alternative from each group is included in a KB.

Annotations – We will also develop a computer-interpretable markup language for KBs and supporting tools to enable KB developers to provide characterizing descriptions of KBs for use when browsing, retrieving, extending, and combining KBs.  Annotations would indicate topics, competency, relationships to other KBs, authors, intended uses, etc.

An important example of meta-information associated with an ontology is an indication of the “competency” of that ontology.  We will develop techniques and tools for characterizing the computations that are supported by an ontology.  In particular, we will develop facilities that support a notion of ontology competency based on evaluable functions and relations analogous to methods in object-oriented programming.

The markup language will also be used to annotate objects and not just knowledge bases.  In this realm, we will draw on the work McGuinness began in her thesis (McGuinness, 1996) on meta languages for markup that was implemented in CLASSIC and analyzed from a theoretical perspective (Borgida and McGuinness, 1996).  The markup language has been subsequently extensively analyzed by Baader and students (Baader, et. al, 1998, Baader, et. al., 1999) to show the theoretical foundations of the markup language with respect to matching and unification.  The simplest foundations of the markup language have been integrated into the KSL tools, however we will expand it to be compatible with XML and RDF and extend its expressive power to be able to mark up the entire CycL and OKBC-compliant languages.

One challenge to this work is attempting to stay compatible with emerging web markup languages that have a lot of energy behind them.  Research should attempt to stay compliant with the emerging standard but simultaneously, not slow progress down by attempting to remain compatible with all contenders.  It appears that RDF is a primary contender and it has its roots in frame-based systems with much of its development history stemming to Cycorp, Apple, and Netscape.  In fact, the underlying representation might be considered an impoverished frame language.  It is quite reasonable to accommodate the current standard in the meta-language proposal we have begun investigating.   Another challenge of this work is keeping a language simple enough that naïve users will adopt it but expressive enough to handle the markup needs of sophisticated applications.   While there is no silver bullet to solve this problem, a simple yet extensible markup language is a reasonable strategy and it is the one that we propose to adopt.

3.1.2. Knowledge Base Testing

As knowledge bases become larger and have longer life spans, it becomes more important to be able to make some quantitative statements about their quality.  Our goal is to enable subject matter experts to test the adequacy and correctness of a knowledge base under development.  We address two concerns for testing knowledge bases: individual diagnostic tests (potentially grouped together into a diagnostic tool suite) and generating testing knowledge bases and scenarios and focused debugging aids.

3.1.2.1. Evaluate Theories via Knowledge Base Diagnostics

This work will build on top of the diagnostics set that is incorporated into the KSL’s merging and diagnostic tool called Chimaera.  Currently 17 different diagnostic tests were generated that were of use in the HPKB KB generation and merging work.  These diagnostics can be run individually or in batch mode.  The output of the tests is presented to the user in order of the diagnostic tests run.  The diagnostics may be run on individual knowledge bases or across multiple knowledge bases.  

A list of current diagnostics follows:

· Analyze augmented definitions

· Analyze own slot values that are not known to meet the slot restriction

· Analyze template slot values that are not known to meet the slot restriction

· Analyze incidence of words

· Analyze KB cycles

· Analyze missing argument names

· Analyze missing documentation strings

· Analyze missing fames

· Analyze missing sources

· Analyze missing type constraints

· Analyze redundant super classes

· Analyze redundant types

· Analyze slot/facet/value compatibility

· Analyze trivial instances of thing

· Analyze trivial subclasses of thing

· Analyze under-constrained definitions

· Analyze unsatisfied frame references

This set of diagnostics was derived as the domain independent checks that were needed when synthesizing all of the independent HPKB knowledge bases.  It is a good starting point but needs to be extended in a number of substantial ways to make it more useful for RKF.   We propose refining the set of diagnostics to be aimed more at subject matter experts and to be aimed at the kinds of reasoning that are problematic for them in RKF.  We will also expand the diagnostics in three major ways:  

(1) Incorporate more reasoning into the diagnostic checks by connecting the diagnostics to a full reasoner.  This extension will test for logical consistency.  In this extension, we will also guide the reasoner down certain deduction paths (while avoiding other deduction paths) so that the most useful consistency checks can be done in real time while the more expensive checks can be done offline in batch mode.  

(2) Utilize domain and user specific information to generate special diagnostics.  We will provide a diagnostic rule language in which subject matter experts can input their own preferred tests.  This extension allows dynamic updates to the diagnostic toolkit.  

(3) Add a presentation layer on top of the diagnostic output that filters the report and presents the most important findings first along with suggestions on how to fix the errors.  For example, one diagnostic check looks for cycles in knowledge base object definitions, and the presentation layer can present the cycle and give options on ways to break them.

3.1.2.2. Knowledge Base Testing and Debugging

We will develop tools for testing KBs, including:

· Tools that enable a developer to use a KB to describe situations where the developer knows what expected outcomes will be.  The tool will allow the developer to describe the situation and describe the expected outcome.  The tool will provide a query mechanism to determine if the knowledge base indeed does deduce the expected outcome.  This may be done in an interactive or batch mode.

· A facility for specifying a test suite for a KB, where each test consists of a situation specification, queries about the situation, and the expected answers to the queries.  Initial work will allow SMEs to suggest test suite scenarios.  Later work will generate test suites automatically based on past abstractions of similar scenarios.

· A facility specifically aimed at supporting axiom testing.  A number of tests should be added to do things such as testing to see if axioms with the same antecedent have conflicting consequents.  Another thing that can be checked is if identical consequents exist with differing antecedents, in which case the relationship between the antecedents should be checked.  (e.g., If one antecedent is a subclass of the other antecedent, then one axiom is redundant.  If antecedents of two implications are mutually disjoint, then the consequent of the implication is valid without requiring either of the antecedents to be provable.  Thus, if one had A implies B and ~A implies B, then B is true.)  Other tests will be added to check to see that two antecedent conditions that are not disjoint do not have inconsistent consequents.

Challenges to this work include controlling the diagnostic tests that users input, pruning the presentation of the diagnostic output in a form that is understandable and operational for users, providing a diagnostic rule language that is expressive enough to capture diagnostic representation needs, simple enough for naïve users to use, and controlled enough so that tests do not run into computational problems.  There are a number of solutions to the computational issues.  The simplest one is to fall back on resource limited computation, which we will use when needed.  On limiting presentation of diagnostics, we plan to attack the problem with multiple view settings and user testing to determine more useful pruning settings.  While this may not provide a perfect answer, it does provide an operational approach that has been shown effective.  Ultimately, we propose for the system to deduce the pruning settings automatically on a user- and context-specific basis.

3.2. Theory Manipulation

In this area, we focus on the areas of theory mapping and merging, theory decomposition (or theory slicing), and extra support for conflict detection and resolution.  

3.2.1. Map and Merge Subtheories

As larger ontologies are emerging, it is becoming increasingly important to be able to take two separately defined ontologies and merge them together into one ontology.  The area of ontologies and standardized vocabularies is exploding and it is becoming common for a number of reasonably well developed ontologies to exist in common content areas.  Projects need to merge their own internal ontologies with external ontologies.  Simultaneously, new development work on ontologies is necessarily being split between different authors who potentially are using different vocabularies, assumptions, approximations, and abstractions in their ontology design.  We propose to extend our work on ontology merging to address these issues.  

We have shown in the HPKB program that our merging environment is effective at focusing the user’s attention in particular on potential class merges and on portions of the taxonomy that are ripe for reorganization.  We also did some preliminary work on suggesting repairs to the problems that we diagnosed.  In our extensions, we propose to use a deeper knowledge of the semantics of the object definitions in order to suggest merges.  By connecting our environment to a theorem prover, we have the ability to use more inferential power to suggest merges and identify consistent and inconsistent results of merges.  We may thus prune repair strategies to include only those that would result in consistent knowledge bases after the suggestion was executed.  We also propose to extend the merging suggestions to relations and individuals as well as classes.  Finally, we propose to extend the merging suggestions to axioms as well.

The result of the merging task will be:

· A single ontology that is a merger of the component ontologies, or

· A set of rules for translating sentences in one ontology into sentences in another ontology.

Challenges to this work include pruning the suggested merging candidates.  We began addressing that issue with a “vigor” setting that allows the user to tune how aggressive the tool should be with respect to suggested merging candidates.  An extension to this is to allow users to define their own rules by which the merging tool would suggest merges.  In addition, a user might be able to order the rules that the merging tool uses to suggest potential merges.  Also, vigor settings may differ for different KBs and for different users.  We propose investigating automatic vigor setting determination.

Another challenge to the work is extending the work to axiom merges.  We will approach this task in a phased manner, initially starting by considering the structural form of the axiom and the logical consequences of the axiom as deduced by the theorem prover.

3.2.2. Decompose Theories into Primitives (A form of modularization as noted in the PIP)

Just as it is important to be able to take two or more ontologies and merge them together into one piece, it can be equally important to be able to separate portions of an ontology for use alone.  Sometimes the need for this might be just from a debugging perspective so that a user may see only the relevant portions of the ontology.  Sometimes it will be because one portion of an ontology is heavily leveraged by many users and they do not want the overhead of loading a very large ontology just to use one small piece of it.  In the HPKB program as well as in ontology generation and crawling work, we found it mandatory to be able to outline portions of the hierarchy and “dump” a usable portion of the ontology including the outlined portion.  

Another motivation might be to take the best pieces out of many ontologies – users might obtain ontologies and be interested in different subportions from many different ontologies.  In this last case, the user may want to specify the portion of the ontology that she is interested in.  In other cases, users might want to be prompted to look at certain pieces of ontologies.   

In this program we propose to develop tools that

(1) Carve out a portion of an ontology as the result of a user specifying the portion to choose.  The system needs to include all required definitions in this ontology so that the KB is useful in isolation.  That means, for example, that the upward closure of term definitions must be included in the KB portion.

(2) Suggest portions of knowledge bases based on predetermined criteria such as tight integration of referenced objects, taxonomic structure, etc.

(3) Allow users to define criteria to use in suggesting partitions of the knowledge base.

3.2.3. Detect and Resolve Conflicts Between Theories 

It is common for even AI-trained people to require additional support for finding and resolving conflicts. McGuinness performed a number of user studies on other frame-based systems usage and found that users needed additional explanation support and additional debugging support in the face of conflicts (McGuinness 1996). We hypothesize that this need will be even greater for non-AI-trained personnel.  Thus, we propose special conflict support throughout our tools.  Here we focus on the task of resolving conflicts between theories.  

In our HPKB work, we designed a number of special-purpose targeted tests that looked for example, for objects that could be proven both to be an instance of A and B where either A was the negation of B or where A and B were known to be in a disjoint partition.  (Thus, if we know that countries and people are disjoint, then we would look for objects that could simultaneously be proven an instance of a country and an instance of a person.)  As one piece of empirical evidence, there were many such occurrences in the knowledge bases.  

We propose adding a diagnostic test set that looks for targeted sources of conflicts.  We propose both general tests such as finding all of the partitions in the knowledge base and looking for objects that can be proven to be instances or subclasses of more than one member of the partition.  Obviously, this can be an expensive process if there are many disjoint partitions and if the knowledge base is large, so this kind of general-purpose test would be run in batch mode when computational resources are idle.  We also propose to allow users to target particular portions of the ontology where the system should look first for sources of conflict.  We also propose allowing users to choose more than just portions of the ontology, but also write rules for what kind of conflict to check for.  We anticipate that likely sources of conflicts will be from members of disjoint partitions and from incorrect cardinality bounds on roles and thus our initial focus is on these two areas.

Challenges to this work are in controlling the tests so that they are either computationally tractable or resource limited.  Another challenge is in providing a language for specifying conflict rules to be checked that is expressive enough to capture user needs but simple enough to be used by naïve users.  Our approach to controlling tests is to fall back on resource cutoffs but also to provide a limited diagnostic rule language that will eliminate some expensive tests.  Our approach to the diagnostic rule language issue is to provide a library of template tests that users might want to use, thereby eliminating the need for them to learn syntax.

3.3. Knowledge Formation

We will support knowledge formation by providing infrastructure for interacting with knowledge bases and for diagnosing knowledge bases.  We propose one task in the area of structural comparison, which is an extension of our HPKB work.  In addition, our work on conflict detection supports checking for logical consistency within a partial theory as well as across multiple partial theories.  We mention this here since the proposer information package includes partial theory formation in this section.  We have addressed the issues in the context of our diagnostic tool suite and in the conflict detection section.

3.3.1. Knowledge Base and Object Comparison

We propose to develop tools for comparing the content of different versions of the same KB.  Also, expand on our work that compares and contrasts one object to another utilizing its structural form.  This work builds on some foundational work provided in Ontolingua that provides comparisons of knowledge bases.  It will be expanded to compare CycL and other OKBC-compliant knowledge bases.   It also builds on the structural comparison work done by KSL for HPKB as a low overhead method of checking for analogous objects.  The structural comparison work currently compares superclasses of objects along with roles, value restrictions, values, and inverse role values.  It will be expanded to compare structural aspects of axioms as well.  In addition, the work will be extended to make use of markup notations so that comparisons may be pruned.

This work provides an interesting contrast to analogical reasoning work that requires more overhead for analysis vs. the guided structural comparison that we perform.  It extends the work of Teege in his difference operator for description logics (Teege, 1994) and extends the KSL structural comparison work.

The KSL will work with and share its technology with other contractors.  KSL has a record of accomplishment of spearheading interoperable efforts and in sharing its technology with other program members.  We already have proven interoperability with Cycorp, SAIC, SRI, Northwestern University (NWU), Stanford Medical Informatics (SMI), Stanford Formal Reasoning Group (FRG), Carnegie Mellon University (CMU), and Massachusetts Institute of Technology (MIT), among others in the HPKB program.  Our tools currently import Cycorp’s MELD, SRI’s SNARK, Stanford’s ATP, Ontolingua, and OKBC, SMI’s PROTÉGÉ, ANSI Standard KIF, the knowledge representation system specification format resulting from DARPA’s Knowledge Sharing Effort, among other input languages.

We will also run our tools on multiple RKF knowledge bases.  We already have agreement from Doug Lenat and Mark Musen to run our diagnostics on their knowledge bases.  In addition, as part of the SAIC integrated team, we will be running our tools on those knowledge bases as well.  Other knowledge bases are also welcome.

The KSL is also interested in supporting evaluation and metrics efforts.  We will make our tools available to the RKF community for sharing and evaluation.  In addition, where not restricted by any government concerns, we will make our tools and libraries available to the broader Ontolingua user community for evaluation that is more extensive and in an effort to gather metrics from a larger user community.

4.  Statement of Work

4.1. Objective

This proposal aims to support rapid formation of high quality knowledge bases by distributed teams of domain experts.  The focus of our work is on the infrastructure components that help in entering theories, evolving new or existing theories, understanding a theory and a theory’s implications, testing adequacy and correctness of theories, detecting theory inconsistencies and/or incomplete areas, and explaining theories and/or the diagnostic findings.  

We are focusing on back end tools that may be used by multiple teams.  The tools can be tightly integrated into other team’s systems, as all of our systems are OKBC-compliant and can read and write CycL.  The tools can also be run offline in a very loosely coupled manner to provide analysis support of knowledge bases.  

An important aspect of our research is evaluation.  The Knowledge Systems Laboratory has a long history of providing tools to a broad user community.  Ontolingua has a worldwide user base and has maintained the user base for a number of years.  We will be integrating the non-government specific tools developed in this program into our general distribution program.  Also, note that since we provide many of the tools on our in house servers, and since we maintain usage logs, we can expand the scope of our metric and evaluation collection beyond just the participation in the RKF program.
4.2. Scope

Our contributions are in three areas:  

· Task 1: Human-Knowledge Base Interaction:  (a) supporting knowledge base understanding through explanation, focus of attention, and views and (b) testing adequacy and correctness of knowledge bases.

· Task 2: Theory Manipulation:  (a) mapping and merging knowledge bases (with extensive support for conflict detection and resolution) and (b) modularizing knowledge bases.

· Task 3: Knowledge Formation: (a) structural comparisons of objects and knowledge bases to support identification of analogous objects or scenarios.

The statement of work covers our contributions in these three main areas.  

In Human–Knowledge Base Interaction our main goals are to:

(Task 1.1)  Help users understand the knowledge bases.  This means that we should be able to present (pruned) versions of the knowledge base for inspection.  We also need to be able to explain why the system believes any statement to be true.  Explanations may be simple (e.g., Joe directly entered the fact on date yy) or they may be more complex (e.g., the information was derived using rule xx applied to facts 1-3 which themselves could have been derived).  We also need to be able to prune object and explanation presentations according to different views and needs for the information.  The product for the task is a proof tree annotation specification that may be used for explanations and an explanation generator that takes the proof tree annotation as input.  Exit criteria for the task is a tested implementation of the explanation generator.

Major milestone specification:

· Specification of the annotated proof tree required for explanations.

· Develop, test, and demonstrate explanations using annotated proof trees.

· Specification of the markup language for annotating KBs.

· Develop, test, and demonstrate pruned explanations using the markup language and perspectives.

(Task 1.2)  Enable SMEs to test adequacy and correctness of a knowledge base.  SMEs will be given batch mode diagnostic capabilities as well as dynamic diagnostic creation capabilities.  Diagnostics will be both domain dependent and domain independent.  Diagnostic output will be available in multiple forms so that different views can be presented, depending upon factors such as SME’s user information, their past history of diagnostic tests and repairs undertaken, etc.  The product for the task is a diagnostic rule language specification that allows diagnostic tests to be specified and an implemented and tested test suite environment.  The exit criteria for the task is an evaluation of RKF knowledge bases using the test suite.

Major milestone specification:

· Integration of diagnostic tools to full theorem prover so that complete logical consistency can be checked.

· Test and demonstrate integration of markup language annotations for pruning of diagnostic output.

· Specification of diagnostic rule language design and integration of language into test environment. 

· Develop, test, and demonstrate automatic test set generation for testing KBs.

· RKF knowledge base evaluation using test suite.

In Theory Manipulation, our goal is to enhance usability and reusability of large knowledge bases.  This breaks down into two subgoals:

(Task 2.1) Develop tools for integrating ontologies that describe overlapping domains but that may use different vocabularies, assumptions, approximations, views or abstractions.  The final output of the tool will be a consistent merged ontology possibly along with a set of mapping translation rules.  The product for the task is an implemented and tested merging environment.  The exit criteria for the task is a merging experiment of two or more RKF knowledge bases from different authors.

Major milestone specification:

· Develop, test, and demonstrate merging environment that uses a theorem prover to detect logical inconsistencies within one theory and across multiple theories.

· Develop, test, and demonstrate explanation facilities of merging tool.

· Develop, test, and demonstrate, merging tool on objects other than classes (i.e., on relations and axioms).

· Completion of merging experiment.

(Task 2.2) Develop tools to support modularization of knowledge bases by subject matter experts.  The goal of the output is to produce smaller, more manageable, maintainable, and reusable knowledge bases.  The product for the task is an implemented and tested modularization module.  The exit criteria is an SME validated modularization of RKF knowledge bases.

Major milestone specification:

· Demonstration of modularization tool that takes SME input on partition areas and produces correct and complete knowledge bases modularized with respect to the specification.

· Demonstration of modularization tool that suggests partitions, obtains verification or modifications from SMEs, and then partitions the knowledge base appropriately.

In Knowledge Formation, our goal is to support structural comparisons between objects and between entire knowledge bases.  The aim is to provide a low-overhead alternative to full analogical reasoning when one is trying to determine the similarities and differences between two objects or two knowledge bases.  We will be building on our structural comparison work in the High Performance Knowledge Base program that yielded favorable scores in the similarity and difference evaluation questions.  The major extensions to that work revolve around axiom comparison, pruning of output, and comparisons of knowledge bases (instead of limiting the scope to simple object comparison).  The product of the task is an implemented and tested structural comparison module.  The exit criteria is a deployed structural comparison module that is available to the RKF community for use on MELD KBs.

Major milestone specification:

· Develop, test, and demonstrate axiom comparison.

· Develop, test, and demonstrate pruned comparison output.

· Develop, test, and demonstrate knowledge base comparison.

4.3. Background

The KSL has an extensive history in the areas in which it proposes to work.  At the foundational core of our system, we will be utilizing the Knowledge Interchange Format language (Genesereth and Fikes 1991; Genesereth and Fikes 1992) as the underlying representation language.  This language is now becoming an ANSI standard and is widely used as an interchange format.  We will be building on top of the Ontolingua infrastructure (Fikes and Farquhar, 1999; Farquhar, Fikes, and Rice 1996; Gruber 1993).  Ontolingua, which provides object-oriented extensions to KIF, is the underlying object browsing, ontology editing, versioning, and logging system for our work.  We will extend it to support additional metric collection and enhanced interoperability.  We will also be extending the open knowledge base connectivity API (Chaudhri, Farquhar, Fikes, Karp, and Rice, 1998) that was developed under the HPKB program as a means of communicating with many different systems.  

The explanation work builds on top of Dr. McGuinness’ work on explaining description logic reasoning systems (McGuinness and Borgida, 1995; McGuinness, 1996) and KSL’s work explaining causal reasoning in the How Things Work project (Gruber, 1993).  Our filtering work build’s on top of McGuinness’ work pruning explanations and object presentations (Borgida and McGuinness, 1996; Baader, Borgida, and McGuinness, 1998).  

The theory manipulation work builds on top of the KSL’s diagnostics and merging tool called Chimaera.  This is a state of the art tool that diagnoses HPKB knowledge bases and supports merging of classes and roles.

The structural comparison work begins with Teege’s work (Teege, 1994) on providing a difference operator in description logic systems and incorporates the work of Borgida and McGuinness that provides an extension to structural subsumption (Borgida and McGuinness, 1996).  We will extend our structural comparison implementation developed for the HPKB program.

We also draw on our four principal researchers on the proposal for their extensive background in knowledge-based systems. Professor Edward Feigenbaum, who is generally acknowledged to have initiated the field of knowledge-based systems, is of course well known in the DARPA community.  His extensive experience over a 35-year period includes service as Air Force Chief Scientist, during which he helped initiate the High Performance Knowledge Bases program.  He also has extensive experience on medical knowledge base systems.  He is thus highly qualified to participate in this effort.

Richard Fikes has co-led the High Performance Knowledge Base program as well as the earlier KSL programs on compositional modeling and also on the knowledge sharing effort.  He has developed numerous knowledge representation systems and environments and has successfully led large knowledge base efforts.  He has been a leader in knowledge representation and reasoning research for the last two decades and has designed numerous knowledge representation and reasoning systems and environments.  He was also a co-author of a number of widely used knowledge representation standards, some of which we are building on in this program, including KIF and OKBC.

Deborah McGuinness most recently co-led the Stanford KSL HPKB-program.  She has over a decade of experience in research and development in knowledge representation and reasoning systems and their environments.  She has co-designed and developed numerous knowledge representation systems, applications, and environments for building large-scale applications.  She has managed large commercial applications (such as a family of configurator systems in use at AT&T and Lucent, as well as an ontology-enhanced search family of applications in use in WorldNet and a number of community websites).  She has designed and implemented explanation systems for a number of reasoners, has developed markup languages and implementations for other object-oriented reasoning systems, and has led collaborative knowledge acquisition projects in a number of domains, including three in the area of medicine. 

Sheila McIlraith has more than a decade of experience researching, designing and developing knowledge representation and reasoning applications, predominantly in the oil and gas sector.  To complement this applied R&D experience, she has a strong background and formal training in theoretical aspects of knowledge representation and reasoning.  Her current research involves representing and reasoning about action for diagnostic problem solving of discrete and hybrid dynamical systems.  She is currently lead researcher in a KSL research program on this subject under a grant from NASA Ames.  Dr. McIlraith is an active member of the knowledge representation community, publishing papers and serving on program committee.  

5.  Corporate Experience 

Three projects, recently completed at the Knowledge Systems Laboratory and summarized below, are closely related to the proposed research.  The first was conducted as part of the DARPA High Performance Knowledge Bases program, the second as part of the DARPA Rapid Design and Exploration Optimization program, and the third was the DARPA Knowledge Sharing Effort.  In addition, Dr. McGuinness, who joined the laboratory in 1998, has had extensive experience in building knowledge representation and reasoning systems for research and commercial applications.  Some of her accomplishments have been listed in Section 9.3.  She was also a principal contributor to the design and development of the CLASSIC (Borgida et al. ’89, McGuinness and Patel-Schneider ’98) knowledge representation system and to the development and deployment of the PROSE/QUESTAR family of configuration systems, which are maintained by SMEs (McGuinness and Wright, 1998a; McGuinness and Wright, 1998b; McGuinness, Patel-Schneider, Resnick, Isbell, Parker, and Welty, 1998).

5.1. Large-Scale Repositories of Highly Expressive Reusable Knowledge 

This project is developing technology to support collaborative construction and effective use of distributed large-scale repositories of highly expressive reusable ontologies.  The primary objectives are to develop a distributed server architecture for ontology construction and use, representation formalisms that remove key barriers to expressing essential knowledge in and about ontologies, ontology construction tools, and tools for obtaining domain models for use in applications from large-scale ontology repositories.  The project builds on the results of the DARPA Knowledge Sharing Effort, specifically by using the Knowledge Interchange Format (KIF) as a core representation language and the Ontolingua system as a core ontology development environment.

To enable distributed ontology repositories and services the project has developed a distributed server architecture for ontology construction and use based on ontology servers which provide access via a network API to the contents of ontologies and to information derivable from the contents by a general purpose reasoner. 

The project addresses key difficulties in building large scale ontologies by developing ontology construction tools for specifying the overall structure of an ontology during the early stages of development, supporting teams of collaborating developers, testing and debugging ontologies, merging ontologies, and automatically acquiring probabilistic domain models from data.

The results of this project, in particular OKBC, the enhanced Ontolingua system, and Chimaera (the KSL merging and diagnostic environment) have been used in a number of commercial applications ranging from modeling high technology products, to e-commerce applications, to a number of knowledge management applications.  

5.2. Model-Based Support of Distributed Collaborative Design 

This project is sponsored by DARPA as part of the Rapid Design and Exploration Optimization (RaDEO) Program.  Its primary objective is to develop a collaborative device modeling environment and model-based reasoning capabilities to enable product developers, working in distributed teams, to develop, analyze, communicate, coordinate, document and reuse their designs.  Toward that goal, the project has developed technology in three areas: 

  1. Domain theories (i.e., models of behavior of physical systems) and ontologies that can be used in multiple ways (e.g., simulation, explanation of behavior, interchange among engineering disciplines).

  2. Compositional modeling to permit models to be composed from reusable modules. 

  3.
 Analysis of the behavior of hybrid (i.e., both continuous and discrete behavior) systems. 

Multi-use is effected through a Compositional Modeling Interchange Language (CMIL); an extension of the earlier CML. CMIL is a declarative language for composable, multi-use domain theories and ontologies. One can represent the structural and behavioral properties of engineered artifacts via algebraic and/or ordinary differential equations, along with applicable constraints. In particular, behavior is encapsulated in model fragments, with structured annotations that explicitly define the applicability conditions for invoking the model fragment and the modeling assumptions that underlie it, thus enhancing its reusability. 

CMIL is the language used in the Collaborative Device Modeling Environment (CDME), which consists of libraries of domain theories, ontologies and component device models; a CMIL editor and browser for assembling, extending, and customizing the libraries; a model composer that composes a mathematical model of a physical system from the domain theory and a scenario (the scenario defines the relations among the physical components, initial conditions, stopping conditions, etc.). CDME is accessible via an HTML/Java web user interface.

The results of this project, in particular CML and CMIL have been used commercially by both Toshiba and Lawrence Livermore National Labs.

5.3. The DARPA Knowledge Sharing Effort:  Ontolingua, KIF and GFP

KSL has been a key contributor to the DARPA Knowledge Sharing Effort since its inception.  Richard Fikes from KSL co-chairs the Interlingua Working Group and the GFP Working Group, and Adam Farquhar from KSL co-chairs the Ontology Working Group.  KSL has produced results in support of knowledge sharing in three DARPA-sponsored projects: Knowledge Sharing Technology (Fikes et al. 1991) in the MADE program, SHADE in the I3 program, and Network-based Information Brokers in the jump start phase of the HPKB program.  In those projects, we:

•
Co-developed the Knowledge Interchange Format (KIF) interlingua for communicating declarative knowledge,

•
Co-developed the Generic Frame Protocol (GFP) API for object-oriented knowledge bases,

•
Developed the Ontolingua representation language for reusable ontologies,

•
Developed and maintain the Web-based Ontolingua ontology development environment, and

•
Established and maintain the Knowledge Sharing Effort's on-line ontology library.

The Ontolingua ontology development environment provides a suite of effective easy-to-use tools for creating, accessing, using, and maintaining reusable ontologies.  Ontolingua supports not only the development of ontologies by individuals, but also the process of achieving consensus on common ontologies by distributed groups.  The tools have an HTML user interface and are available on a World Wide Web server so that they can be used from any networked computer via a Web browser such as Netscape's Navigator.  The design of the web-based interface and the underlying infrastructure is detailed in (Rice et al. 1996).  Ontolingua provides many of the facilities that are crucial for promoting the use of ontologies and knowledge-level agent interaction including:

•
A semi-formal representation language that supports the description of terms both informally in natural language and formally in a rigorous computer interpretable knowledge representation language.

•
Browsing and retrieval of ontologies from repositories.

•
Assembly, customization, and extension of ontologies from repositories.

•
Facilities for translating ontologies from repositories into typical application environments, including CORBA’s IDL (Mowbray and Zahavi 1995), Prolog, CLIPS, LOOM (MacGregor 1991), Epikit (Genesereth 1990), and KIF (Genesereth and Fikes 1992).

•
Support for distributed, collaborative development of consensus ontologies. 

KSL's work on network-based information brokers is focused on developing technologies that will enable vendors and buyers to build and maintain information brokers capable of retrieving information about services and products via the Internet from multiple vendor catalogs and data bases for both human and computer-based clients.  The project is producing:

•
Tools for domain and information source modeling.

•
Tools for semantic level integration of heterogeneous information sources.

•
Query-answering techniques from information sources with semantic mismatches.

The technology that has been developed in this project for semantic level integration of heterogeneous information sources applies directly to the HPKB program goals of integrating heterogeneous knowledge bases.
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